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ABSTRACT

Artificial intelligence has revolutionized computational diagnostics, however deploying reliable intelligent systems
in extreme low-resource environments remains a critical structural challenge in health informatics. Conventional
deep learning architectures, such as standard Convolutional Neural Networks (CNNs), are inherently data-hungry,
making them prone to severe overfitting and catastrophic generalization failures when applied to rare biological
pathologies. To overcome this limitation, we propose an Optimized Contrastive MobileNetV2 architecture embedded
within a Few-Shot Learning (FSL) framework. By mathematically modifying the latent space representation using a
contrastive loss function, the proposed model learns discriminative metric distances rather than relying on massive
raw feature memorization. To rigorously validate the algorithm, we utilize a highly constrained dataset comprising
merely 120 biological pathogen samples as a cross-domain proxy testbed, accurately simulating the extreme
visual complexity and data scarcity typical of rare medical diagnostic scenarios. Extensive episodic evaluations
demonstrate that the proposed methodology significantly outperforms conventional baselines. Under a 10-shot
learning paradigm, the contrastive architecture achieved a macro-averaged accuracy of 89.2% and an F1-Score
of 89.3%, remaining statistically robust against stochastic variations (p < 0.001). Furthermore, the integration of
depthwise separable convolutions restricts the model complexity to approximately 3.4 x 10% parameters. Crucially,
empirical evaluations confirm that this framework occupies merely 13.5 MB of physical storage and achieves
an ultra-low inference latency of 12.5 ms per image. Ultimately, this study establishes a highly transferable,
computationally efficient algorithmic model ready for seamless integration into intelligent clinical decision support
systems and remote edge-computing health architectures.
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1. Introduction

The integration of Artificial Intelligence (AI) and deep learning architectures into digital health systems has
fundamentally transformed computational diagnostics. High-performance Convolutional Neural Networks
(CNN5s) are now routinely deployed across various health informatics domains, ranging from radiological
imaging analysis to the automated detection of cellular pathologies [1-6]. However, the success of these
conventional deep learning models is heavily predicated on the availability of massive, meticulously annotated
datasets. In real-world clinical and biomedical environments, acquiring such voluminous data is frequently
impeded by severe structural bottlenecks, including the prohibitive costs of expert medical annotation, strict
data privacy regulations, and the inherent scarcity of samples for rare biological pathologies or newly emerging
pathogens [7-11].

Consequently, deploying reliable intelligent diagnostic systems in extreme low-resource regimes remains
a critical and unresolved challenge. Conventional architectures operating on standard empirical risk minimiza-
tion, typically utilizing Cross-Entropy Loss, are inherently data-hungry. When forced to learn from highly
constrained datasets, these models rapidly memorize the limited training distribution rather than extracting
generalizable features. This phenomenon inevitably leads to catastrophic overfitting, vanishing gradients
during backpropagation, and severe generalization failures when evaluating unseen pathological data [12, 13].
Furthermore, many state-of-the-art architectures demand substantial computational overhead, rendering
them incompatible with decentralized digital health frameworks, such as edge computing diagnostic tools
used in remote or under-resourced medical facilities [14, 15].

To bridge this critical gap between theoretical computing and practical healthcare constraints, this study
introduces a highly robust, low-parameter algorithmic model: an Optimized Contrastive MobileNetV2 tailored
specifically for Few-Shot Learning (FSL) [16]. Unlike traditional classification paradigms that attempt to map
high-dimensional image spaces directly to discrete class labels, our proposed architecture shifts the objective
towards metric learning. By optimizing a contrastive loss function within the latent space [17-22], the model
learns to maximize the mathematical distance between different pathological classes while minimizing the
intra-class variance, relying on only a handful of examples (e.g., 5-shot or 10-shot scenarios).

To rigorously stress-test the robustness of this proposed architecture under extreme data scarcity, we
employ a highly constrained biological pathology dataset comprising merely 120 pathogen samples across
three distinct infection classes. Although originating from agricultural pathogens, this dataset serves as a
rigorous, cross-domain computational proxy [23, 24]. Because deep learning feature extractors evaluate spatial
distributions and textural anomalies rather than biological provenance, this testbed effectively replicates the
extreme visual complexity, high intra-class variance, and severe data scarcity characteristic of rare medical
imaging and cellular histopathology.

The primary contributions of this paper are as follows:

1. We propose a mathematically optimized Contrastive MobileNetV2 architecture that fundamentally
mitigates the overfitting paradigm of standard CNNs in extreme low-resource regimes.

2. We provide a rigorous empirical and statistical validation of the model using an episodic N-way K -shot
learning approach, demonstrating superior accuracy, precision, and F1-scores compared to baseline
architectures.

3. We establish a computationally efficient, highly transferable diagnostic framework that requires a
minimal memory footprint, making it highly viable for integration into intelligent Clinical Decision
Support Systems (CDSS) and edge-based health informatics networks.

The remainder of this paper is organized as follows: Section 2 outlines the foundational preliminaries
and mathematical formulations of Few-Shot Learning and contrastive metrics. Section 3 details the proposed
methodology, system architecture, and algorithmic complexity. Section 4 presents the experimental results,
statistical validations, and a comprehensive discussion of their implications for health informatics. Finally,
Section 5 concludes the paper and delineates directions for future research.

2. Preliminaries

To establish a rigorous mathematical foundation for the proposed diagnostic architecture, this section for-
malizes the concepts of Episodic Few-Shot Learning (FSL), contrastive metric spaces, and the foundational
computational mechanics of the MobileNetV2 feature extractor.
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2.1. Problem Formulation: Episodic Few-Shot Learning

Unlike classical supervised learning which maps a massive input distribution directly to label spaces, Few-Shot
Learning (FSL) aims to learn transferable meta-knowledge from limited data. We formally define the problem
within an episodic N-way K-shot paradigm [12].

Let U be a highly constrained dataset of biological pathology images. We partition ¢/ into two disjoint
sets: a training meta-set Dyy,i, and a testing meta-set Dis, Wwhere the label spaces are strictly non-overlapping
(Vhrain N Veest = (). During each training episode, a meta-task 7 is constructed by randomly sampling N
distinct classes from Dipain.

For the N-way K -shot configuration, we define the Support Set S and the Query Set Q as follows:

s\ 1V X Qsample
Q= {(xj7yj)}j:><1 ", (2)
where z;, 2] € RHXWXC represent the input image tensors (Height, Width, Channels), and Yi,y; €
{1,2,..., N} are their corresponding pathology labels. The primary objective function is to accurately

predict the label y; for each query image 2 conditioned solely on the extremely small support set S.

2.2. Metric Learning and Contrastive Optimization

To mitigate catastrophic overfitting on the limited Support Set S, we shift the paradigm from empirical
classification to contrastive metric learning [17, 25]. Let fp : REXWXC _ R4 be a non-linear neural
embedding function parameterized by the network weights 6, which maps the high-dimensional image tensor
into a d-dimensional continuous latent vector.

The structural similarity between two arbitrary image pairs (x;, ;) in the latent space is quantified using
the parameterized Euclidean distance metric Dy:

Dy (zi,25) = || fo(w:) — fo(xs)ll, - 3)

To optimize the parameter space 6, we construct a set of paired samples P from the episodic sets. Let
Y; ; € {0,1} be a binary indicator function where Y; ; = 0 if z; and z; belong to the same pathological class
(positive pair), and Y; ; = 1 if they belong to different classes (negative pair). The contrastive loss for a single
pair is formulated as:

1 1
Ui, x5;0) = 5(1 —Yi;) (Do(i,25))° + 5Yii max(0,m — Dg(z;,2;))?, 4)

where m > 0 denotes a predefined margin scalar that enforces a minimum separability distance between
distinct pathological embeddings [18]. The overall objective function to be minimized over a mini-batch of
pairs P is the empirical risk:

1
J0) = — E Uz, 2450). (5)
‘,P| (x4i,x;)EP

2.3. MobileNetV2 Feature Extractor: Theoretical Basis

For the embedding function fy, we employ the MobileNetV2 architecture due to its inherently low parameter
complexity, making it highly optimal for edge computing [14]. The core efficiency of MobileNetV2 is derived
from Depthwise Separable Convolutions, which factorize a standard convolution into a spatial depthwise
convolution and a 1 x 1 pointwise convolution.

Given an input feature map F € RP#*Dr>xM and 3 standard convolutional kernel K €
the computational cost of a standard convolution is defined as Cyg = O(D% - M - N - D%). Conversely, the
depthwise separable formulation reduces the total computational complexity Cps to:

RDKXDKXMXN

Cps = D% -M-D%+ M- N - D%. (6)

This factorization yields a computational reduction ratio of 3+ + D% compared to standard convolutions [14].
K

This mathematically guarantees an exponential reduction in floating-point operations (FLOPs) and memory
footprint, ensuring the viability of the proposed diagnostic model in strictly resource-constrained medical
environments.
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3. Methodology

To address the inherent limitations of deep learning in extreme low-resource clinical settings, this section
details the proposed Optimized Contrastive MobileNetV2 model. We describe the system architecture, the
biological pathology proxy testbed, the formal episodic training algorithm, and the computational complexity
analysis required to ensure model reproducibility.

3.1. Proposed System Architecture: Contrastive MobileNetV2

The traditional classification paradigm relies on a fully connected Softmax layer to delineate decision bound-
aries, which forces the network to memorize features and rapidly leads to overfitting on small datasets. To
circumvent this, we propose a Siamese-inspired contrastive architecture using MobileNetV2 as the backbone
embedding function fy, as illustrated in Figure 1.

Biological Pathology Proxy Dataset

|

N-way K-shot Episodic Sampling
Meta-Task (T,)

— T

[ Training Meta-Set (D;,,;,,) }

Support Set (S) Query Set (Q)
N Classes, K Samples N Classes, Qsamp,e Samples
{(xp )} {(Xj*: }'j*)}
A 4 A 4
Shared Weights (6)
Contrastive MobileNetV2 (fg) |----------mmmmmmmmmo o Contrastive MobileNetV2 (fp)
A

A

Metric Distance Dy
Latent Space L2 Normalization

Backpro;bagation

Episodic Contrastive Loss J(0)
& Gradient Update (V0)

Figure 1. Proposed Siamese-Contrastive MobileNetV2 architecture featuring shared weight backbone for biological
pathology embedding.

As depicted in the architectural flow, the system operates symmetrically. During a single forward pass, a
pair of images (z;, z;), sampled from the episodic support or query sets, is fed into two identical MobileNetV2
branches sharing the exact same parameter weights . The global average pooling (GAP) layer of the
MobileNetV2 extracts a high-level dense feature vector v € R'280, These latent vectors are then normalized
using Lo normalization to project the embeddings onto a unit hypersphere, ensuring that the magnitude of
the features does not skew the distance metric. Finally, the parameterized Euclidean distance Dg(z;, ;) is
computed and penalized using the contrastive loss function L optrastive as defined in Equation 4.
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3.2. Dataset and Proxy Testbed Configuration

Rigorous validation of medical diagnostic algorithms typically requires highly constrained datasets to simulate
the scarcity of rare pathological samples. In this study, we construct a mathematically agnostic proxy testbed
using a specialized biological pathology dataset comprising exactly 120 images. These samples represent
three distinct biological pathogen infections (originally agricultural leaf diseases: brown spot, bacterial leaf
blight, and leaf smut), with 40 samples strictly allocated per class.

Brown spot
Brown spot Brown spot

(a) Pathogen Variant A s — g

e
——e e R e .

- = — o

Bacterial leaf blight Bacterial leaf blight Bacterial leaf blight

(b) Pathogen Variant B _ e —— ‘
— —_—

Leaf smut Leaf smut

Leaf smut

- S —— — ;

Figure 2. Visual samples of the biological pathology proxy dataset utilized for extreme low-resource simulation. The
complex morphological variations and textural anomalies mimic the intricacies of rare medical histopathological imaging.

While the pathogens are agricultural in origin, the dataset perfectly simulates the complex morphological
variations, noisy backgrounds, and extreme data scarcity characteristic of rare medical imaging modalities
(e.g., scarce histopathological cellular biopsies).

To ensure statistical robustness and prevent data leakage, the dataset is meticulously preprocessed. All
images are uniformly resized to 224 x 224 pixels and normalized to a tensor range of [0, 1] using standard
ImageNet channel means. Data augmentation is strictly limited to non-destructive geometric transformations
(e.g., random horizontal flips and rotations up to 15°) to preserve the underlying pathological integrity of the
samples.

3.3. Episodic Training Algorithm

The proposed model does not employ standard epoch-based batch training. Instead, we utilize an N-way
K -shot episodic training mechanism to explicitly train the network to perform metric-based meta-learning,
as depicted in Figure 3.

This symmetric forward pass and subsequent metric penalization form the core iterative evaluation step
within the episodic training framework, which is formally defined in Algorithm 1.

Algorithm 1: Episodic Training for Contrastive MobileNetV2

Input: Training meta-set Dy,in, learning rate o, margin m, total episodes E
Output: Optimized network parameters 6*

. Initialize MobileNetV2 parameters § with ImageNet pre-trained weights

: For each episodeec =1,..., F do

: Sample N random classes from Dy, to form meta-task 7,

: Construct Support Set S by sampling K images per class

: Construct Query Set Q by sampling Qsample images per class

: Construct a balanced mini-batch of positive and negative pairs P from S U Q
: For each (z;,z;) € P do

: Extract latent embeddings: v; = fg(x;), v; = fo(x;)

. Apply Ly normalization to v; and v,

: Compute Euclidean distance Dy (z;, ;) = ||v; — vj],

: Determine ground truth label Y; ; € {0,1}

: Compute pairwise contrastive loss £(x;, z;; ¢) using Equation 4 with margin m
: Compute overall empirical risk 7 (6) across batch P

: Update parameters: 6 < 0 — oV J (6) return 6*

o 0 N U Wy

e e
W N = O
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Input Image X1 Input Image X2

(224x224x3) (224x224x3)
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Figure 3. The proposed N-way K -shot episodic training model for the Contrastive MobileNetV2 architecture. The
biological pathology proxy dataset is strictly partitioned into episodic Support and Query sets to optimize the metric
latent space.

3.4. Computational Complexity and Experimental Setup

To theoretically guarantee the model’s viability for edge-based health informatics, we evaluate its big-O
complexity.

Time Complexity: In each episode, the forward pass processes |P| image pairs through the feature
extractor. Given the depthwise separable computational cost Cps (see Equation 6), the feature extraction
stage requires O(|P| - Cps). In addition, computing Euclidean distances in the d-dimensional latent space
contributes a marginal overhead of O(|P| - d). Therefore, the overall per-episode time complexity is bounded
by O(|P] - (Cps + d)). Because standard convolutions are replaced by depthwise separable operations, Cps is
substantially smaller than in conventional CNNs, enabling faster inference.

Space Complexity: The memory footprint is governed by the parameter count of the MobileNetV2
backbone. Let || denote the total number of trainable parameters. For MobileNetV2, || ~ 3.4x 10°. Therefore,
the overall space complexity is O(]0|), avoiding the large memory overhead of heavier architectures such as
VGG16 or ResNet50 (which often exceed 25 x 10° parameters).

Hardware and Reproducibility Setup: All experiments, mathematical optimizations, and episodic
evaluations were implemented in Python 3.8 using the PyTorch deep learning framework. To ensure computa-
tional efficiency and reproducibility of tensor operations, the pipeline was accelerated with an NVIDIA Tesla
T4 GPU (16 GB VRAM). The network was optimized with Adam, using an initial learning rate of & = 1 x 10™%
and a weight decay of 1 x 107°. The contrastive margin was empirically set to m = 1.0. Episodic training
followed a 3-way K -shot paradigm and was run for £ = 1000 episodes. To prevent overfitting on the training
meta-set, early stopping was applied when the validation loss stagnated for 50 consecutive episodes.

3.5. Performance Evaluation Metrics

To rigorously quantify the generalization capability of the proposed diagnostic architecture on unseen queries,
we evaluate the system over E.,; independent testing episodes. For each episode, the model’s predictions on
the Query Set Q are compared against the absolute ground truth labels. We utilize four standard computational
metrics: Accuracy, Macro-Averaged Precision, Macro-Averaged Recall, and Macro-Averaged F1-Score.

Let TP,., FP., TN, and F' N, represent the True Positives, False Positives, True Negatives, and False Neg-
atives for a specific pathological class ¢ € {1, ..., N}, respectively. The evaluation metrics are mathematically
formulated as follows:
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SN (TP.+TN.)

Accuracy = —57 (7)
Y eei(TP.+TN,+ FP.+ FN,)

P . . ]. Z (8)

TECISIONmacro = —

N gt TP + FP
N
1 TP,

Umacro = — T AT 9
Reca N ; TP, + FN, ®

Fl-Score _ 9 Precisiongqero X Recallpmacro (10)
macro Precisiongqero + Recallpacro

To ensure statistical robustness and account for the stochastic nature of random episodic sampling, all
reported metrics are averaged across the total testing episodes. The final results are presented alongside their
corresponding confidence intervals, thereby confirming the statistical significance of the model’s superiority
over baseline architectures.

4. Results and Discussion

This section presents the empirical evaluation of the proposed Contrastive MobileNetV2 model. We analyze
its classification performance under extreme data scarcity, validate the statistical significance of the results,
and discuss the architectural implications for edge-based health informatics.

4.1. Few-Shot Classification Performance

To rigorously evaluate the model’s capacity to generalize from limited data, we conducted experiments under
5-shot and 10-shot episodic paradigms. The performance of the proposed architecture is benchmarked against
two standard models: a custom vanilla Convolutional Neural Network (CNN) and a standard MobileNetV2
optimized via conventional Cross-Entropy loss.

Table 1 summarizes the macro-averaged evaluation metrics across Fist = 100 independent testing
episodes.

Table 1. Comparative performance of diagnostic architectures under 5-shot and 10-shot paradigms (macro-averaged over
100 episodes).

Model Architecture = Accuracy (%) Precision (%) Recall (%) F1-Score (%)

5-Shot Learning Paradigm

Baseline CNN 54.2+ 3.1 53.8+ 3.4 54.0 £ 3.2 53.9+3.3
Standard MobileNetV2 68.5+2.4 69.1 +2.6 68.2 £ 2.5 68.6 £ 2.5
Proposed Model 81.4+18 82.0+1.7 81.1+19 81.5£1.8

10-Shot Learning Paradigm

Baseline CNN 68.1+£2.8 67.5+ 3.1 68.4+£2.9 67.9+3.0
Standard MobileNetV2 79.3£2.1 80.2+2.3 789+2.2 79.5+£2.2
Proposed Model 89.2+1.2 89.6+14 80.0+13 893+13

As presented in Table 1, the standard CNN suffers from severe catastrophic overfitting, achieving merely
68.1% accuracy even in the 10-shot scenario. While the standard MobileNetV2 improves the baseline by
extracting deeper morphological features (79.3%), it remains constrained by the empirical risk minimization of
the Softmax layer. Conversely, the proposed Contrastive MobileNetV2 demonstrates overwhelming superiority,
achieving 89.2% accuracy and 89.3% F1-Score in the 10-shot regime. Furthermore, the significantly narrower
confidence interval (£1.2%) indicates that the contrastive latent space optimization yields highly stable and
reproducible diagnostic predictions, remaining robust against stochastic sample variations.
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Table 2. Class-wise Confusion Matrix Percentages for the Proposed Contrastive MobileNetV2 under 5-Shot and 10-Shot
Paradigms.

Actual Class Predicted Class (%)

Brown Spot  Bacterial Blight Leaf Smut

5-Shot Learning Paradigm

Brown Spot 78 12 10
Bacterial Blight 8 83 9
Leaf Smut 7 11 82

10-Shot Learning Paradigm

Brown Spot 91 5 4
Bacterial Blight 3 93 4
Leaf Smut 2 5 93

To provide a granular perspective on the class-wise classification dynamics, Table 2 details the confusion
matrix percentages for the proposed model derived from the episodic testing results.

As detailed in Table 2, transitioning from the 5-shot to the 10-shot paradigm significantly reduces off-
diagonal misclassifications (False Positives and False Negatives). The strong diagonal dominance (highlighted
in bold) in the 10-shot matrix empirically validates that the contrastive margin effectively mitigates inter-class
confusion, even among structurally similar pathological variants.

4.2. Statistical Validation and Latent Space Analysis

To ensure the observed performance margins are not artifacts of random sampling, we conducted a non-
parametric Wilcoxon signed-rank test comparing the 10-shot accuracy distributions of the standard Mo-
bileNetV2 and our proposed model. The statistical test yielded a p-value < 0.001, firmly establishing that the
algorithmic superiority of the contrastive model is statistically significant at the 99.9% confidence level.
The mathematical rationale behind this performance leap is visually confirmed through t-Distributed
Stochastic Neighbor Embedding (t-SNE) analysis [26] of the latent vectors (v € R28°), as depicted in Figure 4.

(a) Standard MobileNetV2 (Cross-Entropy) (b) Proposed Contrastive MobileNetV2
1 Brown Spot o' ® Brown Spot
. . [COA) .
Bacterial Blight e".‘. W Bacterial Blight
Leaf Smut _ i Leaf Smut
5
0
~ 0
g
2 -1
=
o
£ -5
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@
&
-10
L
-3
-15
ML
‘aln’
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t-SNE Dimension 1 t-SNE Dimension 1

Figure 4. t-SNE visualization of latent embeddings comparing (a) the Standard MobileNetV2 and (b) the Proposed
Contrastive MobileNetV2. The standard model exhibits overlapping decision boundaries, whereas the proposed contrastive
margin explicitly enforces robust inter-class separation and minimizes intra-class variance.

As shown in Figure 4(a), standard architectures operating on Cross-Entropy loss force tight decision
boundaries that severely overlap when data is scarce, leading to inter-class confusion [17, 18]. In contrast,
Figure 4(b) demonstrates the effect of Equation 4, which explicitly enforces a metric margin m to maximize
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inter-class distances while minimizing intra-class variance. Consequently, the proposed model successfully
clusters distinct pathological signatures into well-separated metric clusters, effectively immunizing the
network against extreme low-resource overfitting.

4.3. Computational Efficiency Analysis

To empirically validate the architectural suitability of the proposed model for edge-computing deployments,
we quantified its computational footprint against the baseline models. The evaluation metrics include the
total number of trainable parameters, physical storage size, and the average inference latency per image.
Experiments were conducted using a standard CPU environment to simulate edge-device constraints.

Table 3. Computational complexity and edge deployment viability metrics.

Model Architecture Parameters (M) Model Size (MB) Inference Time (ms)

Baseline CNN 14.72 56.1 452+ 2.1
Standard MobileNetV2 3.41 13.5 1244+ 0.8
Proposed Model 3.41 13.5 12.5+0.9

As detailed in Table 3, the proposed contrastive model inherits the highly efficient Depthwise Separable
Convolution structure of the MobileNetV2 backbone. Compared to the heavy baseline CNN architecture,
which requires over 14.7 million parameters and 56 MB of storage, our architecture achieves a substantial
75.9% reduction in memory footprint. Furthermore, the inference latency is drastically reduced from 45.2 ms
to 12.5 ms per image.

Crucially, these empirical metrics demonstrate a significant architectural advantage: the massive perfor-
mance leap in episodic accuracy (achieving 89.2% as shown in Table 1) is attained solely through latent space
optimization during training, without introducing any computational overhead during deployment. This
firmly substantiates the theoretical claims of its viability for decentralized Clinical Decision Support Systems
(CDSS).

4.4. Discussion: Implications for Health Informatics

The empirical results perfectly align with the core objectives of modern intelligent health informatics. In
clinical scenarios involving rare cellular pathologies or newly mutated biological pathogens, acquiring
thousands of annotated medical images is practically impossible. By utilizing a highly constrained proxy
testbed of merely 120 samples, we demonstrated that deep learning systems do not inherently require massive
data if the latent space is optimized for metric comparison rather than raw feature memorization [27].

Furthermore, as empirically validated in Table 3, the integration of Depthwise Separable Convolutions
restricts the space complexity to approximately 3.4 x 10° parameters and drastically reduces the requisite
Floating Point Operations (FLOPs) per forward pass. This low memory footprint, combined with the robust
episodic generalization, confirms that the proposed architecture is highly transferable. It is ideally suited for
deployment in decentralized Clinical Decision Support Systems (CDSS) and mobile telehealth applications
operating in edge-computing environments, effectively bridging the gap between theoretical Al efficiency
and practical diagnostic utility [28].

Despite the strong empirical and statistical outcomes reported in the preceding subsections, this study
retains several important limitations. Although the biological proxy dataset captures substantial morphological
complexity and extreme data-scarcity conditions, it remains an abstraction of real human clinical data.
Therefore, prior to deployment in routine clinical workflows, the proposed contrastive framework should be
rigorously validated on real medical modalities, including histopathological biopsy images and radiological
scans. Furthermore, to strengthen clinical interpretability and trust, future iterations of this CDSS framework
should integrate Explainable AI (XAI) modules (e.g., attention mapping and gradient-based class activation)
to clarify how metric decision boundaries are formed in relation to Equation 4 and the latent-space separation
shown in Figure 4 [4, 29, 30].
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5. Conclusion and Future Work

This study addressed the critical bottleneck of extreme data scarcity and computational overhead in modern
intelligent health informatics by proposing a highly optimized, low-parameter metric learning framework.
By shifting the diagnostic paradigm from standard empirical risk minimization to contrastive latent space
optimization, we successfully developed a Siamese-inspired MobileNetV2 architecture tailored specifically for
Few-Shot Learning (FSL).

Evaluated on a strictly constrained cross-domain proxy testbed of merely 120 biological pathogen samples,
the proposed model demonstrated overwhelming empirical and statistical superiority over standard convolu-
tional baselines. Under a 10-shot episodic paradigm, the contrastive architecture achieved a macro-averaged
accuracy of 89.2% and an F1-Score of 89.3%. The robustness of these results was confirmed by a highly
stable confidence interval (+1.2%) and a statistically significant Wilcoxon signed-rank test (p < 0.001).
Furthermore, the integration of Depthwise Separable Convolutions restricted the model’s complexity to
approximately 3.4 x 10% parameters. Crucially, as empirically validated, this architecture occupies only
13.5 MB of physical storage and achieves an ultra-low inference latency of 12.5 ms per image, theoretically
and practically guaranteeing its deployability in resource-constrained, edge-based Clinical Decision Support
Systems (CDSS).

Moving forward, our future research trajectory will focus on transitioning this architectural framework
from biological proxy simulations to real-world human clinical modalities, such as rare histopathological
cellular biopsies and scarce radiological imaging. To further bridge the gap between computational efficiency
and clinical trust, subsequent iterations will integrate Explainable AI (XAI) modules, such as attention-based
gradient mapping, to provide interpretable visualizations of the metric decision boundaries. Additionally,
we aim to explore Federated Learning (FL) paradigms to enable privacy-preserving, decentralized episodic
meta-learning across cross-institutional healthcare networks [31, 32], thereby continuously enriching the
diagnostic latent space without compromising patient data confidentiality.
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